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Abstract

In distributed object systems, remote method in-
vocation attempts to abstract communication between
different machines to the level of object method invo-
cation. Link failure in such systems often appears as
a failed method invocation, which must be explicitly
handled outside the remote object infrastructure. This
usually implies that techniques to handle the effects of
link failure are embedded within application functional-
ity. The resulting application can become unnecessar-
Wly specialized to a particular environment, restricting
the situations where it could be used. In this paper, we
explore the possibility of cleanly decoupling policies for
handling a link failure from the application.

With this goal in mind, we present extensions to
the Java RMI system in the context of a distributed
system with mobile hosts. An intermittent commu-
nication link is typical in such systems, and applica-
tions use techniques such as data caching or queuing of
method calls to alleviate the effects. We show how such
techniques and policies can be implemented generically
so that not only does the application become oblivious
of them, but also policies can be chosen dynamically
depending on a particular situation.

1 Introduction

Robust distributed systems must be able to recover
from partial failures. Such failures are caused by ei-
ther the failure of a participating host, or the failure
of one of the communication links. Recovery schemes
attempt to minimize or localize the effect of such fail-
ures.

The failure of a remote interaction is usually the
result of an unexpected malfunctioning of equipment.
In addition, the inherently varying capacity and qual-
ity of a link to a mobile host may cause intermittent
failures as well. Knowledge of the characteristics of

this link can help a distributed system to minimize
the impact of variable communication conditions on
application performance.

Several generic techniques are used to alleviate the
effects of partial failure. Such techniques are layered
above communication abstractions, and are usually
implemented as a toolkit which allows an application
to be developed while conforming to the desired struc-
ture. However, in most such schemes, the application
developer must adhere to the toolkit guidelines, and
must therefore be aware of the underlying technique.
Furthermore, the participants of an interaction must
agree on the technique being used, besides the actual
functional interface.

We believe that an application should be struc-
tured so that the techniques used to handle the effects
of link failure are cleanly decoupled from application
functionality. This allows the application to be de-
veloped independent of any particular environmental
situation. As a proof of concept, we enhanced the Java
RMI system so that applications that conform to our
proposed architecture could be built easily.

The rest of the paper is organized as follows. Sec-
tion 2 describes generic techniques that are used in ap-
plications intended for intermittently connected mo-
bile hosts. Section 3 then presents an architecture for
structuring such applications. Section 4 presents our
modifications to the Java RMI system for construct-
ing such applications, and Section 5 describes some of
the policies we implemented. Section 6 compares our
ideas with other work in the community, and finally,
Section 7 concludes.

2 Software Techniques for Intermit-
tent Connectivity

There are several generic techniques that are used
to alleviate the effects of an intermittent connection.



These techniques can be classified as predictive or re-
active, according to their approach for handling a dis-
connection. The predictive approach takes preemptive
action before a disconnection, and requires a priori
knowledge of when a disconnection is likely to occur.
The reactive approach, on the other hand, takes cor-
rective action after a disconnection has occurred. We
describe some of these techniques in this section.
2.1 Object Caching

Caching is a widely used technique to both, increase
the availability of remote data, and decrease the la-
tency of data access. In a typical usage scenario, a
copy of remote data is made under certain conditions,
and the copy is accessed in lieu of the remote data.
Figure 1 illustrates this technique in the context of
intermittent connectivity.
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Figure 1: Object Caching

Although the basic caching technique is simple,
there are many issues to be considered when main-
taining cache coherence. It is usually more expen-
sive to maintain a more consistent cache, and differ-
ent caching policies attempt to balance this trade-off
by using the characteristics of a particular situation.
In the context of an intermittently connected mobile
host, an object must be cached as close to the time of
disconnection as possible, but caching must complete
before the disconnection. This requires an accurate
prediction of when a disconnection might occur.

2.2 Deferred Method Calls

Often, it may not be possible to predict a disconnec-
tion, and a remote method would fail if invoked after
the disconnection. An application may report an error
or attempt to recover from such a failure by deferring
and re-trying the remote method. In doing so, it is
assumed that when connectivity is re-established, the
remote method invocation may succeed. The Deferred
Method Call technique (Figure 2) attempts to remove
the burden of re-trying from the application program-
mer. With this technique, the remote method call

“succeeds” from the viewpoint of the application, but
is actually queued for deferred invocation.
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Figure 2: Deferred Method Calls

There are several situations when a remote method
call can be transparently deferred. For instance, it
is usually possible to defer remote calls with no local
side-effects or return value. Remote data update op-
erations are typical examples of such remote calls. In
such cases it is usually sufficient to guarantee that a
sequence of remote method calls are executed in ex-
actly the order in which they were deferred. In other
situations, however, it may not be possible to defer
a remote method call. Usually, deferred invocation is
impossible when local state or program control flow
decisions depend on the result of the remote method
call.

2.3 Remote Evaluation

In this technique, a block of program logic is eval-
uated in close proximity to the data it is accessing
(Figure 3). Repeated interaction with remote data is
avoided by grouping a sequence of remote method calls
in one program block, and evaluating it near the data.
Sometimes, this technique is also used to apply filters
to reduce the size of data transfer. With intermittent
connectivity, remote evaluation can also be used in sit-
uations where deferred method invocation fails, such
as when there is data dependency between two remote
method calls, or when program control flow decisions
depend on the result of a method invocation.

There are several implementations of remote eval-
uation including applets and servlets in Java [1], and
rezec in Sumatra [2]. Most current uses of this tech-
nique require the program block intended for remote
evaluation to be specifically programmed a priori.
Usually, only the location of evaluation is determined
at run-time, and the remote evaluation is explicitly
initiated from within an application. We believe, how-
ever, that it is possible to automatically identify in an
application, a block of program logic that could poten-
tially be evaluated remotely. Furthermore, an object
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Figure 3: Remote Evaluation

that represents such a program block can be generated
at run-time, and used for deferred remote evaluation.

3 Application Architecture

Although the techniques presented in the previ-
ous section are being used in many applications, they
are usually tightly integrated with application logic.
For instance, an application must explicitly determine
that a remote method invocation has failed due to
a temporary disconnection, and re-try the call. The
disadvantage of such tight integration is twofold: (i)
the application becomes unnecessarily specialized to
a particular environment, restricting the situations
where it could be used, and (ii) it becomes difficult
to introduce a new technique to handle the effects of
intermittent connectivity. In this section we propose
a new application architecture that attempts to get
around this problem.
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Figure 4: Application Architecture

The goal of our architecture is to allow applica-
tion functionality to evolve independent of conditions
and logic that are necessary for handling intermittent
connectivity. This makes it possible to specialize and
optimize remote interaction for a particular environ-
ment independent of the application. It also frees the
application from having to take care of all the special
cases that may arise in a specific environment.

Our proposed application architecture is illustrated
in Figure 4. In contrast to most current application

architectures, our architecture consists of a separate
control policy, which manages generic aspects of the
communication system. Application functionality is
therefore cleanly decoupled from any control policy,
and can evolve independent of a particular policy. Al-
ternate policies can also be applied to the same appli-
cation depending on a particular environmental situ-
ation.

An important effect of our architecture is that a
generic policy can be defined for each environmental
situation. In a particular situation, the “best” policy
can be chosen and applied to each application. The
policy choice can be external to any application, and
may be based on user preference, server hints, or cur-
rent environmental conditions. In the absence of a
policy, an application would still execute, but would
be susceptible to the effects of intermittent connectiv-
ity.

4 Extending the RMI System

In this section, we present extensions to the Java
RMI system, in order to build systems that conform to
our application architecture. The goal was to provide
a framework for implementing control policies that are
cleanly decoupled from application functionality. We
first briefly describe the RMI system architecture, and
then present our extensions.

4.1 System Architecture

As shown in Figure 5, the RMI system in Java con-
sists of three layers: the transport, the remote refer-
ence layer, and the stubs/skeleton layer. The applica-
tion layer is above the stubs/skeletons layer. In order
to implement a remote object, a functional interface
through which the object will be accessed must first
be defined. The remote object is then constructed by
extending a RemoteObject base-class to implement the
desired functional interface. Finally, a stub compiler
is invoked on the remote object implementation to au-
tomatically generate the stubs/skeleton layer.
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Figure 5: The RMI System Architecture

During the course of obtaining a reference to a



remote object, an appropriate stub object is down
loaded to the client. The stub implements exactly the
functional interface that the remote object exports.
The client uses the stub as a prozy for the remote
object, invoking a remote method by calling a stub
method. The method call is forwarded through the
remote reference and transport layers, to the remote
object for execution.

When a client invokes a remote method, the stub
layer performs the following actions in sequence:

1. A RemoteCall object is obtained from the refer-
ence layer. This object contains a method identi-
fier that is used to dispatch the call appropriately
at the remote object end.

2. The remote method arguments are marshalled
into the RemoteCall object.

3. The RemoteCall is “invoked”. The appropriate
method at the remote object end is executed, and
the results are marshalled into the RemoteCall
object.

4. The results of the remote method invocation are
unmarshalled from the RemoteCall object.

The remote reference layer defines the “semantics”
of the remote method invocation. For instance, a par-
ticular implementation of the remote reference layer
determines whether a remote method call will result
in one invocation at a single remote object, or multi-
ple invocations, one at each of several replicated re-
mote objects. The transport layer provides abstrac-
tions for communication between different machines.
A detailed description of the RMI system can be found
in [3].

4.2 Overview of Extensions

In our application architecture, the control policy
implements techniques such as object caching or de-
ferred methods to handle the effects of intermittent
connectivity. These techniques clearly alter the “se-
mantics” of a remote method call, invoking a method
in a cached object instead of a remote object, for in-
stance. Since the “semantics” of the remote call are
largely defined within the RMI reference layer, a pol-
icy must interact with the reference layer to initiate
operations that change remote method call “seman-
tics”.

In order to expose the RMI reference layer to a pol-
icy, the stub object was augmented to include a Con-
trol Interface (Figure 6). This Control Interface allows
a policy to be attached to a remote interaction, pro-
viding the bootstrap mechanism for our framework.
The Control Interface also allows a handle to the ref-
erence layer to be retrieved, giving a policy access to
reference layer functionality.
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Figure 6: Architectural View of our Extensions

When a control policy is attached to a remote inter-
action, the RMI reference layer redirects all method
calls to the policy instead of forwarding them to
the remote object. This is achieved by delegating
the creation of the RemoteCall object to the policy.
This indirection allows the policy to control each re-
mote method invocation, effectively determining the
semantics and location of its execution. A policy can
even delegate a create request right back to the refer-
ence layer, which would result in the classical remote
method call “semantics”.

For our current implementation, we decided not to
alter the stub generation process. This allows appli-
cations that do not use our extended RMI system to
coexist with those that do. In particular, we can use
original RMI utilities like the rmiregistry bootstrap
name service with no change. There is a performance
penalty associated with this approach in certain sit-
uations, but it allowed us to quickly determine the
feasibility of our architecture.

4.3 Implementation Details

Enhancing the Stub Layer: In order to ensure
that stub objects implement the Control Interface, the
base RemoteObject class was augmented to include a
dummy implementation of the Control Interface. All
objects that extend this new RemoteObject class there-
fore produce stubs with the required Control Inter-
face. Alternate approaches would enhance the stub
generator to automatically create stubs with the re-
quired Control interface, or enhance the stub object
base class to provide the desired interface. However,
such approaches would require changing the stub com-
piler, which we wanted to avoid at this stage.

Calls to the Control Interface are only meaningful
at the client end of a remote object interaction. It is
therefore necessary to prevent these calls from being
forwarded to the remote object. Towards this end,
the reference layer was augmented to monitor remote
method calls, and trap calls belonging to the Control
Interface. Local operations that reflect the desired



functionality are performed in lieu of forwarding these
calls to the remote object end.

Modifications to the Reference Layer: The
RMI reference layer must provide operations that can
be used to implement a policy. We augmented the
reference layer to include a getCall operation that a
policy can use to obtain a new RemoteCall object, and
an invokeCall operation that can be used to invoke the
method associated with a RemoteCall object. These
operations are similar to those used by the stubs, and
can be considered to be macros that were introduced
to simplify programming a policy.

The RMI reference layer was also augmented with
the import and synchronize methods for caching sup-
port. The import method makes a local copy of a re-
mote object, while the synchronize method attempts
to reconcile the local copy with the remote object.
These methods were introduced into the reference
layer so that they could be performed transparently to
the implementation of both, the server and the client
ends of the remote interaction. Consequently, neither
the remote object nor its client needs to be aware of
the underlying caching support.

In caching, it is traditionally an error to reconcile
the cache with an original that has changed. Our syn-
chronize method preserves this behavior by default,
but allows a remote object to implement an optional
Reconcile interface. The merge operation of this in-
terface implements object specific functionality that
merges the cache and the original, and is performed
as part of the synchronize procedure. This approach
is necessary because it is impossible to merge two di-
vergent copies of an object generically, without con-
sidering the object semantics.

Mechanics of a Remote Method Invocation:
Figure 7 illustrates the interaction between various
entities at the client side of the remote object infras-
tructure. A client invokes a remote method (1), by
calling the appropriate method in the stub. In order
to process the remote method, the stub must first ob-
tain a RemoteCall object from the reference layer. In
our enhanced RMI system, the reference object dele-
gates the request for a RemoteCall object (2) to the
attached policy (3). The policy creates a RemoteCall
object according to the semantics of the policy it is im-
plementing, and returns a handle to the RemoteCall
object (4). The reference object passes this handle
back to the stub (5).

The stub continues processing the remote method
invocation by marshalling the parameters into the Re-
moteCall object, and invoking it (6). However, the
stub remains oblivious to the changed semantics in-
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Figure 7: Object View of our Extensions

troduced by the policy. For instance, although invok-
ing the RemoteCall object may result in enqueuing the
object for deferred execution, the stub is unaware of
this. In any case, the result of the remote method is
retrieved from the RemoteCall object, and returned to
the client (7). The entire process is therefore trans-
parent to the client, whose interaction with the remote
object remains the same, irrespective of the policy at-
tached to the interaction.

5 Implementing Control Policies

In our extended RMI framework, a control policy
is attached to a remote interaction when a reference
to a remote object is first obtained. Either end of the
remote interaction can suggest a control policy. The
remote object implementation usually suggests a pol-
icy, but this policy can be overridden by the client.
The client can define a global policy for all remote
interactions, or specify a different policy for each in-
teraction. If no policy is specified, a Null Policy that
maintains the classical RMI semantics is attached to
the interaction. The Null Policy can also be attached
to an interaction if the client specifically desires the
classical RMI semantics.

5.1 Caching Policies

Various caching policies can be implemented within
our extended RMI framework. We present some of the
policies that we experimented with. These policies
use only the import and synchronize operations of the
reference layer.

The Simple Caching Policy: The simplest pol-
icy that can be considered is one wherein the remote
object is cached when it is first accessed. All interac-
tion with the remote object is diverted to the cached



object, and after the last reference to the cached ob-
ject is removed, the cache and the remote object are
reconciled.

This simple policy needs the communication link
only for the initial caching operation, and can toler-
ate a long term disconnection. Utilizing this policy,
however, comes at the cost of accessing what could
soon become an invalid object. This may happen if
the remote object is being modified by more than one
interaction. In this case, the cached object will not
correctly reflect the effects of operations initiated by
another interaction. Similarly, any change in the cache
will not be immediately reflected in the remote object.

Although use of this policy may be limited, it can be
used in situations where a remote object is immutable.
In this case, it is clear that the cached object will al-
ways remain valid, and will require no reconciliation.
Another situation when this policy can be used is one
where the remote object allows only one client at a
time, and remains locked during the transaction. The
duration of the transaction in this case must extend
beyond any disconnection that occurs. There must
also be some guarantee that a reconciliation will even-
tually occur. A personal file is an example of such
an object, and simple caching seems to be a natural
pattern for accessing it.

Variations to this simple scheme can be considered
where instead of a new cache object for every interac-
tion, only one cache is created for each host, or sub-
network. New interactions could be given references
to a previously cached object on the client host or sub-
network. However, such schemes would need system
support for global information about currently cached
objects.

Leased Caching: One possible refinement of the
simple caching policy attempts to better maintain the
validity of the cached object with respect to the re-
mote object. In this model, the local cache is consid-
ered valid for a period of time called the lease time. All
operations are performed on the cached object while
it is valid. The cached object is considered invalid af-
ter the lease expires, and a new cache is automatically
obtained.

In this scheme, the cached object and the remote
object can only diverge for the lease period. Varia-
tions of the basic scheme may allow synchronization
between the cache and the remote object at the end
of each lease period. This depends on whether the re-
mote object exports mutator functions as part of the
remote interface or not.

An important consideration is what happens when
the communication link is down and the lease expires.

In this case, the cache cannot be updated until com-
munication is restored. In such a situation, we cur-
rently indicate a communication error similar to that
which occurs when accessing a normal remote object.

Opportunistic Caching: Another variation to the
leased caching policy is one which attempts to cache
a remote object whenever the communication link is
good. The link state is determined by some means ex-
ternal to the RMI system, or by monitoring the RMI
transport layer for a failure. The policy uses this infor-
mation along with lease expiration to determine when
caching must be initiated.

Monitored Caching: Sometimes, caching may
only be desired when there is a large amount of inter-
action with the remote object. However, such infor-
mation can typically be determined only at run-time,
after a remote interaction has progressed for a while.
In order to implement such a caching policy, the inter-
action with the remote object must be monitored to
determine its frequency. When the frequency of inter-
action exceeds a threshold, caching can be initiated.

We implemented a policy whereby the number of
remote method invocations is monitored over a fixed
time interval. When this monitored number crosses a
threshold, caching is initiated, and all further opera-
tions are performed on the cached object. Instead of
monitoring the number of method invocations, other
schemes could also be considered. For instance, a pol-
icy could monitor the cumulative data transfer size,
and evaluate this against the cost of caching.

5.2 Deferred Method Calls

The key to implementing deferred method calls is
to define a new RemoteCall object to serve as a con-
tainer for the deferred method. We implemented a
policy wherein such a RemoteCall object is created for
each remote method invocation. The stub is oblivious
to the altered RemoteCall object, and remote method
parameters are marshalled into the object as usual.
When the communication link is down, the Remote-
Call is enqueued for deferred execution. When com-
munication is restored, the queue is flushed, and the
remote method represented by each RemoteCall ob-
ject is invoked.

Currently, deferring a remote method call results in
a DeferredException, which is a subclass of a Remote-
Ezxception. This DeferredEzception serves as a place-
holder for the deferred method return value, besides
indicating the deferred method state. Consequently,
an oblivious application can treat this as a normal
communication failure. An application can also ignore
this error, and would progress despite of the deferred
remote method. If the return value is important, an



application would have to wait for the result using the
DeferredException.

The DeferredEzception is similar to a promise [4],
where the result of a call appears in the promise when
it is ready. Our current choice to indicate the de-
ferred state as a failure was motivated by the desire
to preserve simplicity. We are actively investigating
the option of indicating the deferred state as a suc-
cess, returning the promise as a future object. This
approach requires defining the exact semantics of a
deferred method return, and could involve additional
run-time support.

5.3 Remote Evaluation

Our current implementation of remote evalua-
tion requires an application to explicitly construct a
MethodObject that defines the required functionality.
This object is installed on a remote host using an ex-
ternal mechanism, but can be accessed through the
RMI system.

The power of our current implementation is re-
stricted to reducing data transfer by grouping a se-
ries of remote method calls, or by installing filtering
functionality. However, a better approach is to use
automatically generated code blocks that represent a
sequence of deferred method calls, including control
flow and data dependencies. Part of our on-going re-
search includes compile-time source code analysis to
determine code-blocks in an application, which could
be evaluated remotely. We intend to encapsulate such
a code-block into a MethodObject, which would be dy-
namically instantiated at run-time. Instead of defer-
ring single remote method calls, a remote evaluation
of the appropriate MethodObject would be deferred.

6 Related Work

Perhaps the system that resembles ours the most
is Rover [5, 6]. The Dynamic Relocatable Objects
and QRPC in Rover are similar to the caching poli-
cies and deferred method calls in our system, respec-
tively. However, a Rover application always accesses
a Dynamic Relocatable Object with the import, in-
voke, export sequence, resulting in the object access
model being tightly coupled with application function-
ality. Furthermore, QRPC seems to be restricted to
the primitive Rover operations rather than general re-
mote object method calls, as in our system.

In Sumatra [2], new abstractions were added to
Java in support of object and thread migration. How-
ever, utilizing the Sumatra framework requires an ap-
plication to make policy decisions such as when and
where to move. The framework does not specifically
promote the separation of policies for handling the
effects of mobility from application functionality. A

policy for handling a particular situation could there-
fore become tightly embedded within a Sumatra ap-
plication, which would in turn become unnecessarily
specialized.

Issues related to increasing availability of data in
disconnected environments have been examined in the
Bayou project at Xerox PARC [7]. The problem has
been examined from the data-consistency view-point,
and the system provides session guarantees to reduce
client-observed inconsistencies. The CODA file sys-
tem [8, 9] gives file-level guarantees with disconnected
operation, which are extended to support alternate
file access policies in Odyssey [10]. Our work, on the
other hand, emphasizes simplifying programming the
application, and attempts to present a uniform remote
object model at the programming level. Although our
system currently presents a simple data-consistency
model, we believe that something similar to Bayou
can be easily integrated.

Another approach for mobile application structur-
ing is the proxy principle, which proposes filtering data
that reaches the mobile host [11, 12]. A mobile ap-
plication accesses all remote data through a proxy,
which passes the data through a filtering function. In
Pythia [11] for instance, the quality of web images be-
ing accessed from a mobile host is adjusted to current
bandwidth and latency constraints. However, most of
these schemes embed the access policy within applica-
tion functionality. Our framework can aid in building
such schemes with the additional possibility of keeping
them transparent to the application.

In Wit [13], semantic knowledge of data in the ap-
plication domain is used to predict access patterns and
intelligently hoard data. This model requires an ap-
plication to specifically provide data semantics in the
form of a data mapping policy. Although our frame-
work would allow such an approach, we promote keep-
ing the policy external to application functionality.

Our approach is not inconsistent with the view of
Waldo, et al [14], that it is important for an appli-
cation to explicitly handle network failures. In our
architecture, the control policy is defined by the ap-
plication, and can be considered to represent an appli-
cation specific technique to handle link failures. The
difference, however, is in the organization of the ap-
plication. We believe that the policy must be cleanly
separated from basic application functionality in order
to maintain application portability and generality.

7 Conclusions

We have presented the initial results of our on-going
research towards providing application level program-
ming support for mobile computing. Our approach to



this problem is to cleanly separate policies for handling
the effects of mobility from application functionality.
With this approach, an application can evolve trans-
parent to the effects of mobility, and remote interac-
tion can be specialized and optimized independent of
any application. Although link failure in mobile com-
puting forms the context of this paper, we believe our
approach is more general, and can enhance applica-
tion robustness while retaining its generality in other
situations as well.

As a first step, we have identified a framework
for implementing applications based on our proposed
architecture. =~ We have succeeded in keeping ob-
ject caching transparent to an application, and have
begun understanding the alternatives to keep de-
ferred method calls and remote evaluation transpar-
ent. From our experience with utilizing the frame-
work, we are satisfied that our architecture is indeed
feasible, and provides a powerful alternative for struc-
turing an application. In the context of our RMI ex-
tensions, we are currently implementing different poli-
cies to determine the generality of our architecture.

We have not, as yet, considered the problem of se-
lecting a policy. For instance, we believe that discon-
nections are not arbitrary in mobile computing, and
knowledge of network topology and mobility patterns
can be used to predict connectivity patterns. If reli-
able prediction was possible, then transparent caching
of remote objects could become a powerful technique
to handle disconnections. Part of our current research
includes addressing the problem of selecting a policy
based on different environmental situations.
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